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INSTRE: A New Benchmark for Instance-Level Object
Retrieval and Recognition

SHUANG WANG and SHUQIANG JIANG, Institute of Computing Technology, CAS

Over the last several decades, researches on visual object retrieval and recognition have achieved fast and
remarkable success. However, while the category-level tasks prevail in the community, the instance-level
tasks (especially recognition) have not yet received adequate focuses. Applications such as content-based
search engine and robot vision systems have alerted the awareness to bring instance-level tasks into a more
realistic and challenging scenario. Motivated by the limited scope of existing instance-level datasets, in this
article we propose a new benchmark for INSTance-level visual object REtrieval and REcognition (INSTRE).
Compared with existing datasets, INSTRE has the following major properties: (1) balanced data scale,
(2) more diverse intraclass instance variations, (3) cluttered and less contextual backgrounds, (4) object
localization annotation for each image, (5) well-manipulated double-labelled images for measuring multiple
object (within one image) case. We will quantify and visualize the merits of INSTRE data, and extensively
compare them against existing datasets. Then on INSTRE, we comprehensively evaluate several popular
algorithms to large-scale object retrieval problem with multiple evaluation metrics. Experimental results
show that all the methods suffer a performance drop on INSTRE, proving that this field still remains a
challenging problem. Finally we integrate these algorithms into a simple yet efficient scheme for recogni-
tion and compare it with classification-based methods. Importantly, we introduce the realistic multiobjects
recognition problem. All experiments are conducted in both single object case and multiple objects case.
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1. INTRODUCTION

Over the last several decades, researches on object retrieval and recognition have
achieved fast and remarkable success. Real-world objects are hierarchically organized
by human cognition based on the perception of similarity among classes of objects.
Based on the perceptual level of the target object classes within the hierarchy, both of
object retrieval and recognition can be roughly categorized into two major directions:
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category-level and instance-level. For instance, “the Coca-Cola bottle” and “the Star-
bucks bottle” are all instance-level labels, which are subordinate to category-level label
“bottle.”

1.1. Instance-Level Object Retrieval and Recognition

Object Retrieval. The task of object retrieval is to find the images that contain the query
object within a large collection. Instance-level object retrieval enjoyed great advances
owing to robust local descriptors such as SIFT [Lowe 2004] and efficient retrieval
pipelines like Video Google [Sivic and Zisserman 2003]. Later works intensively study
all aspects. Local descriptors such as SURF [Bay et al. 2006], ORB [Rublee et al. 2011]
and A-KAZE [Alcantarilla et al. 2013] were proposed to achieve both computational
efficiency and competitive invariance. Jégou et al. [2009], van Gemert et al. [2010] and
Jain et al. [2011] respectively researched on the burstiness, ambiguity and asymmetry
in feature coding. Jegou et al. [2008], Jiang et al. [2012], Shen et al. [2012], and Chu
et al. [2013] exploited the spatial configuration of features to achieve precise matches
and reranking. Chum et al. [2011] investigated into automatic query expansion aiming
at total recall. The state-of-the-art works reported seemingly satisfactory performance
on several benchmarks [Philbin et al. 2007; Jegou et al. 2008; Philbin et al. 2008].
For instance, Jégou et al. [2009] reported mAP of 77.32% on INRIA Holidays mixed
with 100w distractor images. However, compared with real-world photo collections, the
existing benchmarks have reduced the experimental scenario into a much easier and
more simplified one. These datasets, as a stimulus for progress, have been weakened
by their limited scope.

Object Recognition. The task of object recognition is to predict the presence/absence
of every predefined object in the query image. We call it a multiple object case when
more than one targeted objects exist in the query image. The category-level recogni-
tion, boosted by available large-scale datasets (e.g., ImageNet [Deng et al. 2009] and
LabelMe [Russell et al. 2008]), has drawn many attentions in recent literatures [Deng
et al. 2010; Gao and Koller 2011]. More recently, recognition of fine-grained object
categories [Yao et al. 2011; Jawahar et al. 2012] has been investigated and promoted
as a supplementary towards that of basic-level object categories. Besides research pa-
pers, international competitions such as Large Scale Visual Recognition Challenge
(ILSVRC, from 2010) and Pascal VOC Challenges (2005∼2012) are held to evaluate
performance on category-level object class recognition. So far we have seen few works
on instance-level object recognition. Though the techniques can be partially borrowed
from category-level works, we argue that instance-level object domain is a great deal
wider and techniques must be scalable and robust enough to survive in the large-scale
scenario.

Instance-level visual task is of great importance and applicable values. Ordonez
et al. [2013] argued that entry-level categories are closer to human intentions. The
labels people will use to name an object should be the expected outputs in recognition.
For many specific recognition tasks (landmark recognition), instance-level labels (the
Eiffel Tower) will tell more for inference than category-level ones (a tower or building).
Moreover, instance-level object retrieval and recognition can be applied to or employed
by surveillance, augmented reality, object search engines (e.g., Google Goggles), robot
vision on specific tasks (e.g., supermarket assistant robot, navigation), etc.

1.2. Principles of a Good Instance-Level Dataset

Among the many challenges in computer vision, building a good ground truth dataset
is the most preliminary yet pressing, as all investigations into the properties of algo-
rithms will be based on the assumption that the data are guaranteed for quantitatively
assessing success. However, many datasets, especially instance-level ones, fail to satisfy
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the assumption. The objective of instance-level datasets is to place a high bar for object
retrieval and recognition algorithms and assessing progress towards meeting the needs
of real world scenarios. Before investigating into existing instance-level datasets, we
discuss the principles of a good instance-level dataset.

(1) Dataset scale. Both the amount of object classes and images per class should be
adequate to guarantee the confidence on experimental results. Small data can be
fit by tricky methods by fine tuning the parameters.

(2) Object domain sampling. Classes number would scale up when we trace downwards
the perceptual hierarchy. It is impossible to define all the existing instances within
the object domain, so it is required that the object classes must cover as extensive
as possible to guarantee evaluations on more diverse visual patches.

(3) Intraclass variability. Because every object can cast an infinite number of different
images onto the retina, images must be chosen in a manner that properly samples
possible intraclass variations so as to capture the essence of the recognition problem
and thus avoid solutions that rely on trivial regularities or heuristics [Pinto et al.
2008]. Objects should vary in its position, pose, lighting relative to the viewer.
Besides, partial occlusion and truncation should be induced.

(4) Backgrounds and contexts. Natural and clustered backgrounds ostensibly capture
the essence of problems encountered in the real world and meet the needs of real ap-
plications. Moreover for instance-level classes, although controversial, background
should not covary with the object and strong contextual patterns should be sup-
pressed to avoid poor generalization.

(5) Multiple objects case. Ponce et al. [2006] have already pointed out that there is a
clear need for new datasets allowing multiple instances within a single image. Fur-
thermore, cooccurrence of objects should be well manipulated to fit into standard
evaluation metrics. Multilabel images with random cooccurrence of objects can not
guarantee balanced evaluation across classes.

(6) Ground truth annotations. The annotations should provide location information
about the object classes present in each image possibly other attributes such as
shape and pose, which will facilitate more precise evaluations. Upright rectangular
bounding box is most popularly utilized.

(7) Multiple sources. As Torralba and Efros [2011] suggest, data should come from
multiple sources (e.g., multiple search engines, multiple places) in order to weaken
the bias brought by single source.

1.3. Existing Instance-Level Dataset Issues

Table I shows the statistics of several existing instance-level datasets. Not all of those
in Table I are originally designed for instance-level object retrieval or recognition. Some
are listed here because the object classes are instance-level and can be used for such
purpose after adjustment.

There are five salient problems of existing instance-level datasets: (1) Compared
with category-level datasets (e.g., ImageNet [Deng et al. 2009] and LabelMe [Russell
et al. 2008]), instance-level ones are much harder to upgrade even close to large-scale
(considering both object classes and images per class). It is far more labor-consuming
and time-costing to collect adequate quality-controlled samples for one object instance.
Relatively, ALOI is closest to large-scale, but it is not suitable for realistic recognition
because of its simple background. Then UKB and BelgaLogos follow in scale, but UKB
only contains 4 images for each class and BelgaLogos distributes images into simply 26
classes. The images of the other datasets are either insufficient or unbalanced across
classes. (2) Lack of object localization annotations. Flickr Logos 27/32, COIL and ALOI
include pixel-level annotations to mark the position of objects in each image. Paris
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Table I. Statistics of Existing Instance-Level Benchmarks

Number Number Images
Name of classes of images per class Anotation
COIL-100 [Nene et al. 1996] 100 7,200 72 YES
ALOI [Geusebroek et al. 2005] 1,000 110,250 / YES
UKB [Nistér and Stewénius 2006] 2,550 10,200 4 NO
Oxford Buildings Dataset [Philbin et al. 2007] 11 5,062 7 ∼ 220 YES (query

only)
Paris Dataset [Philbin et al. 2008] 12 6,300 / YES (query

only)
INRIA Holidays [Jegou et al. 2008] / 1,491 / NO
BelgaLogos Dataset [Joly and Buisson 2009] 26 10,000 2 ∼ 494 YES (query

only)
IPDID [Wu et al. 2010] 10 2,000 200 NO
European Cities 50K [Avrithis et al. 2010] 20 778 / NO
Flickr Logos 27 [Kalantidis et al. 2011] 27 810 30 YES
Flickr Logos 32 [Romberg et al. 2011] 32 2,240 70 YES
Sculptures 6k [Arandjelović and Zisserman 2011] 10 6,340 / YES (query

only)

(1) ‘Number of images’ covers both train and test set. (2) ‘/ ’ means no direct specification found on corre-
sponding homepage. (3) “Annotation” refers to bounding box or pixel-level masks for target objects.

Fig. 1. Examples of images in existing instance-level datasets. Each column displays 4 images of 2 classes
in one dataset.

Dataset, BelgaLogos and Sculptures 6k provide bounding box annotations simply for
several query images. The other datasets haven’t involved any location annotation.
(3) Most of the datasets in Table I are roughly aiming at one specific domain of objects.
For instance, classes in Oxford Buildings, Paris dataset and European Cities 50K are
all architecture-related. BelgaLogos and Flickr Logos 27/32 only define logo classes.
Sculptures 6k is collected for smooth sculptures. The evaluation on every single dataset
is biased against certain set of patterns. This can be somewhat alleviated by evaluating
on multiple collections, which however will introduce complexity as they have quite
different configurations. (4) Backgrounds issues. As shown in Figure 1, backgrounds
in COIL-100 and ALOI are all pure black. In architecture-related datasets, images of
the same class share quite similar backgrounds from slightly different viewpoints. In
IPDID, images are all synthesized by softwares with few shots of the objects, which can
not capture the essence of complex backgrounds and real transformation of objects.
(5) Not a single data collection is specially designed for evaluating the case where
multiple instances coexist in the view, which however occurs quite often in real world.
To the best of our knowledge, only the three logo datasets allow multiple appearances
of the same logo in one image, but have not provided any images simultaneously
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capturing different classes. Meanwhile, as the images are all downloaded from Flickr,
the pattern and frequency of cooccurrence cannot be manipulated and balanced for
standard evaluation as in single object case. All of existing datasets meet few certain
principles in Section 1.2, however, one good dataset should follow all (as many as
possible) principles in its construction.

The universal way to build a large-scale collection is through downloading mas-
sive images from multiple Internet sources with a list of text entries, which, however,
does not work well for an instance-level dataset. The problem is that adequate images
are not guaranteed for the same object instance, given that the images must cover
a wide range of variations of object pose and scale. Internet is not everything. Here
for many classes, the problem still exist even if we redefine “adequate” as 20 images.
For a category-level class (duck), the intraclass variance would largely due to diverse
appearances of different instances (all breeds of ducks). However for an instance-level
class (Donald Duck), the intraclass variations are mainly caused by distinct imaging
conditions (lighting, distance, view etc.), which sets a big obstacle to building a “suc-
cessful” instance-level benchmark. Relatively, instances of logos and buildings are more
widespread, so we have seen several benchmarks (see Table I) centering on these two
domains. ALOI records a large collection of small daily objects under various imaging
circumstances. However for different purposes, the objects are all recorded against
a black background, making the collection procedure much easier than that against
real-world backgrounds at the same data scale.

1.4. A New Instance-Level Benchmark

In this article we introduce INSTRE1 dataset, a new and more challenging benchmark
for INSTance-level object REtrieval and REcognition. The construction of INSTRE
follows the principles in Section 1.2. INSTRE has the following features. (1) Balanced
data scale. The base dataset covers 200 objects and 23070 single-labelled images,
with over 100 images per class. (2) Larger intraclass variations. (3) Cluttered natural
backgrounds. (4) Object location annotations for each image. (5) Containing 5473 well-
manipulated double-labelled images for measuring multiple object (within one image)
case. Details of INSTRE and its comparison against existing datasets will be discussed
in Section 2. Experiments on object retrieval will be given in Section 3 and object
recognition in Section 4.

This article has the following four objectives. First, we propose a new and challeng-
ing benchmark to facilitate more solid evaluations and draw more attentions from
the community to instance-level tasks. Second, for instance-level object retrieval, we
evaluate several state-of-the-art methods on INSTRE and encourage more evaluation
metrics. Third, we compare a simple yet efficient scheme with several state-of-the-art
classification-based methods on object recognition. Fourth, we introduce evaluation in
multiple objects case and realistic multiobjects recognition problem.

2. INSTRE: A NEW INSTANCE-LEVEL BENCHMARK

The whole dataset is split into two disjoint subsets: INSTRE-S and INSTRE-M.
INSTRE-S, containing 200 single-labelled classes and 23070 images, is established
for measuring SINGLE OBJECT CASE, where only one specific object instance is
present in view. Similarly, INSTRE-M is designed for MULTIPLE OBJECTS CASE,
where each image displays two different object instances. INSTRE-M contains 5473
images and 100 objects distributed into 50 two-tuples, each of which is considered
as one double-labelled class. Note that INSTRE-S allows multiple appearances of the

1INSTRE is publicly available at http://vipl.ict.ac.cn/isia/instre/.
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Fig. 2. Examples of objects in INSTRE dataset. Column 1 ∼ 6 show single object case in INSTRE-S1 and
INSTRE-S2 and Column 7 ∼ 8 show multiple object case in INSTRE-M. Objects are annotated with yellow
rectangular bounding box.

same object instance in one image while each image in INSTRE-M strictly displays two
different classes.

2.1. Collection Procedures

The construction of INSTRE follows the principles mentioned in Section 1.2. To get a
list of objects extensively covering the real-world object domain (see Principle 2), we
first went over a great number of personal photos and randomly crawled Flickr images
(one million, later used as distractor images in retrieval experiment) and recorded the
salient objects. Then, statistical result led us into categorizing all the mined objects
roughly into three basic domain: architectures (buildings and sculptures), planar ob-
jects (designs, paintings and planar surface) and daily stereoscopic objects (toys and
irregularly-shaped instances). As a matter of fact, existing instance-level datasets are
all collected from the perspective of one particular domain (see Figure 1) and such
three base categories could lead to fair comparison between INSTRE and each one of
existing datasets. We specified a list of “available” mined objects for each of the three
basic domains. The “availability” of an object refers to the balance between its popular-
ity and accessibility with the guarantee of adequate images (see Principle 1). We did
not include objects that fail to evoke a specific visual identity (e.g., an ordinary house,
a keyboard), which are more suggested to be category-level. Some object examples are
shown in Figure 2. With the list of objects, we collected images from multiple sources
(see Principle 7). Internet sources include various image search engines (e.g., Bing,
Google, Picsearch, Altavista, Baidu), social networks (e.g., Facebook, Weibo) and photo
sharing communities (e.g., Flickr, NiPic), which give 100 classes in INSTRE-S.

Specially, to obtain INSTRE-M (see Principle 5) and extend INSTRE-S (see
Principle 1), object images recording is adopted, which in fact is the very backstage
source of most of the nonsynthetic images we have crawled from Internet. We picked
100 objects that were mainly discovered from the personal photos and meanwhile
available at hand. The 100 objects were reorganized semi-randomly into 50 groups,
with 2 objects per group. Cases where the two objects were quite distinct in size were
manually avoided in order to keep both recognizable in view. For each group, one is
required to take over 100 photos respectively for each object and another 100 photos for
their cooccurrence. In this way, it would give 100 single-labelled classes to INSTRE-S
and 50 mapped double-labelled class to INSTRE-M. 30 people were involved in this
recording task to alleviate capture bias. In order to obtain adequate distinct back-
grounds (see Principle 4), we selected 25 different places including outdoors (parks,
zoos, wild fields, universities etc.) and indoors (museums, malls, exhibitions etc). Many
other sites, which were unnamed and common, included streets, communities, homes,
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Fig. 3. (a) Comparison of six datasets on their data scales. For ALOI, the illumination set is ignored in this
plot. The horizontal axis is in logarithmic units. (b) Pattern of confusion across backgrounds from INSTRE-
S. For clarity, the elements in the diagonal have been set to zero in order to increase the contrast of the
off-diagonal elements. (zoom in for better view).

offices etc. Instructions were given that objects should vary in its position and pose rel-
ative to the cameras and two close shots were not allowed (see Principle 3). Moreover,
when recording two objects together, the variations of their relative poses and positions
should be captured as well as their mutual occlusion. To cover different lighting con-
ditions, photos were taken randomly at all time of the day, but mainly in the daytime.
Note that, the configuration of our object images recording is quite different from that
of ALOI and COIL in terms of cluttered and natural backgrounds.

Note that none of existing instance-level datasets contains multi(classes)-labelled
images, which is one of our biggest motivations to propose INSTRE. Given a list of
objects, it would be nearly impossible to collect images covering all possible cooccur-
rences of objects (2-tuple, 3-tuple, 4-tuple, etc.). We are starting with cooccurrence of
2 objects, which can be fit into standard evaluation metrics and the experimental re-
sults on different cooccurrence patterns sufficiently supported with adequate tests as
in single object case.

All the images were manually rechecked to avoid duplicates, low resolution and blurs.
Only color images of 200 × 200 or larger are kept. All images are in JPEG format and
have been resized with a maximum value of height and width equal to 1000 pixels,
preserving aspect ratio. For each image, the targeted object is ignored if smaller than
20 × 20 pixels, otherwise will be manually annotated with an upright rectangular
bounding box (see Principle 6). Virtual images of objects (the reflection of objects in the
water) were labeled as positive ground truth if they are visually recognizable.

2.2. Dataset Evaluations

Dataset Scale. Figure 3(a) compares INSTRE against five other datasets in terms of
dataset scale. INSTRE contains 200 single-labelled classes. There are over 100 images
per class and the amount of images for some classes can reach as many as 200. The bal-
ance of images across all classes is improved compared with the others. Typically, ALOI
has 1000 classes and averagely 75 labelled samples per class, which is impressive yet,
compared with INSTRE, contributes less to real-world object recognition as for its pure
black background and tiny variations of object size. Moreover, INSTRE provides 5473
images and 50 double-labelled classes, which is the first attempt to model cooccurrence
of different classes and will benefit multiple objects case evaluation.

Intraclass Variations. We first visualize the intraclass variability with averaged im-
ages, which are synthesized by first resizing all the images to be 100 × 100 pixels
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Fig. 4. Example average images of different instance-level datasets.

and then averaging those of the same class respectively in RGB color space. If one
object varies its pose and location in a wide range, its averaged image will roughly be
a homogeneous field and cannot be easily recognized by humans [Ponce et al. 2006].
Figure 4 shows the example average images of INSTRE-S and other nine instance-level
datasets. Average images of INSTRE are much more homogeneous compared with those
of others. Specially, architecture-related objects are immovable, thus appearing in im-
ages with very stereotypical, similar pose and location. Though averaged images for
architecture-related classes present relatively clear contours (first row of INSTRE in
Figure 4), they are nonnegligible for object recognition, as architectures cover a large
proportion of what we see everyday. The two bottom rows of INSTRE present some
other nonarchitectural classes, the object patterns of which are barely visible.

Object variability is among the initial motivations of INSTRE and we will analyze it
quantitatively in the advantage of location annotations. We utilize three features of an
upright bounding box: (a) Centroid Location, (b) Area Ratio, that is, percentage of the
image area occupied by the bounding box and (c) Aspect Ratio, that is, ratio of height
to width of the bounding box. Note that we are neither defining nor computing the
variability. Instead, our goal is to utilize reasonable approximations to illustrate about
the relative variation. The Centroid Location of a bounding box approximate where
the object lies in view. Generally, the Area Ratio of bounding box can approximate the
object size (object distance) meanwhile the Aspect Ratio can approximate the object
pose (pitch, roll, or yaw).

Existing instance-level datasets are mainly targeted at one specific object domain
(e.g., logo, architecture, daily object), so we respectively select some classes of the
corresponding domain from INSTRE-S and compare them with those from existing
datasets. Figure 5 shows the distributions of centroid location, area ratio and aspect
ratio of object bounding boxes. For logo-related datasets, INSTRE-S is compared against
Flickr Logos 27/32 with the same object classes. INSTRE-S spans its images in wider
range with respect to the three features and especially outperforms the others with
more uniformly distributed centroid location. Compared with the other architecture-
related datasets, INSTRE-S provides more diverse object images regarding the object
size and pose. Most importantly compared with COIL and ALOI, INSTRE-S provides
daily object classes with much better improved intraclass variations.

One of INSTRE’s contributing features is the double-labelled images (INSTRE-M).
Each double-labelled image presents two different object instances, of which the rel-
ative locations, poses, sizes should be varied across the class. Figure 6 displays some
plots of object bounding box features of eight double-labelled classes from INSTRE-M.
Clearly, not only each of the two copresent instances has large intraclass variations,
but also they together form rich cooccurrence patterns, which proves the effectiveness
of the object images recording and provides challenging data for MULTIPLE OBJECTS
CASE.
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Fig. 5. Comparison of object bounding boxes of different instance-level datasets. The distribution of locations
is shown as a 2D histogram of the bounding box centroid location in different images. (Images are normalized
to 100 × 100 pixels and associated bounding boxes are resized accordingly.) The intraclass object variations
are shown by the plot with the aspect ratio of bounding box on the vertical axis (range between 0∼5) and
percentage of the image area occupied by the bounding box on the horizontal axis (range between 0∼1). We
manually annotated some classes for EC50k and Oxford Buildings.
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Fig. 6. Illustrating the object bounding box features of INSTRE-M double-labelled classes (in each cell).
Left plot depicts the sizes and poses of two copresent instances with aspect ratio on the vertical axis and
area ratio on the horizontal axis. Right figure plots the centroid locations of the two copresent instances.
Two markers for copresent instances are connected by a colored line. Different colors are used to make the
plot distinguishable.

Backgrounds and Contexts. Our objective is to increase the complexity of backgrounds
and reduce the class-related contexts, making INSTRE better resemble the realistic
scenes and assess the generalization capability of algorithms. We measure the magni-
tude of contexts in INSTRE-S though the confusion across backgrounds of each object
class. We use dense SIFT [Lowe 2004] as patch descriptions and compute for each im-
age the context representation by Fisher Vector [Perronnin et al. 2010]. Patches inside
the corresponding object bounding box will be discarded and finally images with inad-
equate patches will be excluded from both the training and testing set. For each object
class, we randomly select 50 images for training and 50 images for testing paired with
one-vs.-rest Support Vector Machines [Vedaldi and Fulkerson 2008]. We average the
confusion matrix across 5 trials and the result shown by Figure 3(b) displays nearly
random confusion across backgrounds of all 200 object classes. The random and ob-
vious confusion indicates that (1) backgrounds within the same class are not similar
with each other and (2) backgrounds are not class-dependent. Specially, architecture-
related classes (e.g., Taj Mahal and the Eiffel Tower) have relatively strong contextual
backgrounds.

3. EVALUATION: INSTANCE-LEVEL OBJECT RETRIEVAL

In this section, we explore the challenges brought by INSTRE with six popular algo-
rithms on instance-level object retrieval. Our goal is to show how these algorithms
perform on more realistic and challenging data and to raise the awareness that this
field deserves renewed focus.

3.1. Methods and Settings

We choose six popular and reproducible works on object retrieval as follows.

(1) Baseline [Sivic and Zisserman 2003]. Each image is represented by tf-idf-weighted
Bag of Visual Words model and the visual-word vocabulary is constructed offline
by hierarchical k-means [Nistér and Stewénius 2006].

(2) RANSAC [Fischler and Bolles 1981]. Given candidate SIFT matches, full geometric
verification can estimate the hypothesis model and the “inliers” under it.

(3) Spatial Coding (SC) [Zhou et al. 2010]. False SIFT matches can be removed by
checking the composed 3-D spatial maps. We alleviate the sensitivity to image
rotation through rotating the query image 20 times by 18 degrees to generate new
queries for query expansion.

(4) Geometric Coding (GC) [Zhou et al. 2013]. It improves spatial coding in rotation
invariancy.
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(5) Combined-Orientation-Position Consistency (COP) [Chu et al. 2013]. COP employs
a graph model to model the mutual spatial consistency of each two candidate SIFT
matches.

(6) Hamming Embedding + Weak Geometric Consistency (HE+WGC) [Jegou et al.
2008]. HE assigns each SIFT with a binary signature to encode the localization of
it within the Voronoi cell and WGC exploits a Hough scheme to vote for quantized
transformation. In our experiment, we use the signature length of 64 and Hamming
threshold of 22.

The (2)–(5) works, plus WGC, are working on precise matching of features through
exploiting their spatial configurations (termed as spatial verification). We use stan-
dard 128-dimensional SIFT [Lowe 2004] as the base feature. Two SIFTs are assumed
to match if they are assigned the same quantization index. In this way, candidate SIFT
matches are obtained and then passed to spatial verification pipelines. In the experi-
ment, all candidate images with no less than three local matches are involved in the
spatial verification and removed otherwise.

We mix INSTRE with one million distractor images, composed by our personal photos
and randomly downloaded images from Flickr. Vocabulary settings are as follows.
1) For baseline, RANSAC, GC and COP, we use an optimal vocabulary size of 1M. 2)
The vocabulary size of SC is set to be 130k as reported to be optimal. 3) For HE+WGC,
we use a vocabulary size of ∼260k. Other parameters that have not been stated are all
set to optimal values as reported in the original works. In order to save time cost, for
all experiments in Sections 3 and 4, all images are resized with a maximum value of
height and width equal to 500 pixels, preserving aspect ratio.

3.2. Evaluation in Single Object Case

We measure the large-scale retrieval performance with the 200 classes from INSTRE-S
mixed with one million distractor images. Mean Average Precision (mAP) is used to
quantify the performance. As the mean of the average precision scores for each query,
mAP has been proven to have especially good discrimination and stability. Unlike most
works, we take every INSTRE-S image as a query rather than calculating mAP over
a few query images specified by the dataset. The object region of a query will be fed
into retrieval algorithms in the advantage of bounding box annotations. In this way,
the evaluations are supported with more tests.

For comparison, we performed the same experiment on FlickrLogos32 dataset. The
mAP performance of all six methods is presented in Table II. Additionally, we include
the results on INRIA Holidays and IPDID in the table originally reported by Chu et al.
[2013], which were acquired with quite similar experimental setups with ours. Table II
is quite revealing in several ways. First, comparing with INRIA Holidays and IPDID,
all methods suffer precipitous performance drop on INSTRE. HE+WGC seems to work
well on INRIA Holidays and IPDID respectively with mAP of 0.509 and 0.381, however
on INSTRE, its mAP performance drops significantly to even 0.268. Interestingly, the
baseline and RANSAC give promising results on INRIA Holidays and IPDID while
they are close to failure on INSTRE with mAP poorly below 0.1. Second, FlickrLogos32
shares similar level of retrieval difficulty with INSTRE, however we argue that it’s
the texturelessness and small region occupation of logos throughout FlickrLogos32
that finally make it more seemingly challenging. Note that such restriction by simply
logo-related object domain is right what weakens FlickrLogos32 in terms of reliable
evaluations. Table III shows the comparison of retrieval rerformance (mAP) on
common classes between FlickrLogos32 and INSTRE. Clearly, INSTRE provides more
challenging data due to its larger intraclass variations. Third, RANSAC fails to
improve the performance when outliers become overwhelming. As INSTRE objects
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Table II. Large-Scale Retrieval Performance (mAP) in Single Object Case

Baseline RANSAC SC GC COP HE+WGC
INRIA Holidays 0.346 0.368 0.413 0.437 0.474 0.509
IPDID 0.361 0.314 0.228 0.363 0.451 0.381
FlickrLogos32 0.045 0.018 0.148 0.141 0.213 0.193
INSTRE 0.091 0.077 0.125 0.197 0.235 0.268

(1) One million distractor images are mixed with each dataset. (2) Results on INRIA
Holidays and IPDID were reported by Chu et al. [2013].

Table III. Comparison of Retrieval Performance(mAP) on Some Common Classes between
FlickrLogos32 and INSTRE

Baseline RANSAC SC GC COP HE+WGC

Adidas
FlickrLogos32 0.014 0.006 0.044 0.053 0.082 0.072
INSTRE 0.013 0.013 0.049 0.049 0.080 0.013

Cocacola
FlickrLogos32 0.011 0.012 0.033 0.025 0.040 0.056
INSTRE 0.002 0.004 0.016 0.011 0.019 0.034

FedEx
FlickrLogos32 0.041 0.029 0.186 0.139 0.163 0.181
INSTRE 0.019 0.016 0.093 0.086 0.111 0.104

Starbucks
FlickrLogos32 0.199 0.189 0.380 0.330 0.508 0.297
INSTRE 0.144 0.030 0.249 0.283 0.418 0.274

Fig. 7. Performance (mAP) on each object class. 200 object class names are present along the X-axis (zoom
in for better view).

are smaller in the view and INSTRE backgrounds are more cluttered and diverse, the
capability of finding the correct matches between two severely noised sets of features
becomes quite crucial to the performance. This is an evidence to our motivation that
more challenging benchmarks are needed to reveal the problems behind seemingly
satisfactory solutions. Fourth, COP and HE+WGC outperform the other methods. The
relative performance order among the six methods revealed by different benchmarks
maintain nearly the same.

Figure 7 presents the mAP performance on each object class. On most classes, COP
and HE+WGC give best performance and their mAPs even exceed 0.8 on several classes.
Retrieval performance can vary tremendously on different object classes. Images from
some classes are quite challenging for all the six methods, with mAP close to zero.
Specifically, using HE+WGC (best performance), there are 38 classes resulting in mAP
lower than 0.01 and 88 classes resulting in mAP lower than 0.1. More astonishingly,
using baseline, there are 87 classes resulting in mAP lower than 0.01. Figure 8(a)
shows some query images with average precision (AP) close to zero. These objects have
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Fig. 8. (a) Example queries with average precision (AP) close to zero. (b) Example queries from class “stamp”.
Their average precision values are present below. All the queries are fed into COP with only object region.

Fig. 9. 11-point precision-recall curve. Retrieval query: (a) INSTRE-S single-labelled images. (b) INSTRE-M
double-labelled images.

relatively simple exterior textures and are small in the view, which make it hard to rep-
resent the object with adequate discriminative SIFTs. Figure 8(b) shows some example
query images from class “stamp”. They are captured with the object in different scales,
poses and illumination conditions and spread their average precision values in a wide
range. When the illumination and view are altered, the retrieval performance drops
heavily from 0.81 to even 0.01. The mAP of HE+WGC for class “stamp” is 0.523, how-
ever, there are still 17% of the queries suffering a poor AP lower than 0.2, which deserve
close attentions in solution designing while in reality we are generally concerned with
and blinded by the mAP. Figure 9(a) illustrates the performance with precisionrecall
curve. COP outperforms all the others, followed by GC and HE+WGC.

To visualize the retrieval performance for more insights, we calculate, for each object
class, the mean accuracy on each ranking position (MAoRP). Given the whole set of
images Q(c) from class c, we calculate MAoRP for the ith ranking position as follows:

MAoRP@i =
∑

Ij∈Q(c) δc(Ri(Ij))

|Q(c)| (1)

δc(I) =
{

1, I ∈ Q(c)
0, I /∈ Q(c)

(2)

where Ri(Ij) is the retrieved image at the ith ranking position queried by image Ij .
Retrieved images are ordered by descending similarity with the query. δc(I) indicates
whether image I belongs to class c. We calculate MAoRP for top 100 positions with
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Fig. 10. Visualizing MAoRP values of top 100 for each class. In the three figures (a), (b), and (c) each
row refers to one object class and there are 100 cells per row. The leftmost cell corresponds to the first
ranking position and the rightmost cell to the 100th. The color of each cell shows the mean accuracy on its
corresponding ranking position. (zoom in for better view).

setups in Table II and visualize the MAoRP values of each class in Figure 10. Naturally,
the figures have similar patterns with Figure 7 (rotate 90 degrees clockwise). Obviously,
for each class, there is a clear trend of decreasing MAoRP values from left to right. For
method HE+WGC (see Figure 10(c)), there are 137 classes satisfying MAoRP@1 > 0.5
while 63 classes satisfying MAoRP@50 > 0.5, which indicates that the capability of
robustly maintaining high recall for each query should be improved. MAoRP can be an
elaborating tool supplementary to mAP. The mAP on class “plate” is 0.366 and mAP on
class “parchis” is 0.006 beyond. Then, let’s take a close look at the MAoRP bar of these
two classes (the third and fourth row) in Figure 10(c). Interestingly, the MAoRP values
of these two classes on positions between [1, 30] are quite similar, however classes
“plate” has higher MAoRP values between [30, 60] and lower MAoRP values between
[60, 100]. Actually, though class “parchis” has higher mAP, class “plate” has higher
MAoRP values on top 60 positions. If for each query we only keep the top 60 retrieved
images (may be more suitable for search engines), then mAP on class “parchis” turns
out to be 0.303 and conversely mAP on class “plate” is 0.022 beyond. This supports
our standpoint that we need more evaluation metrics like MAoRP to assess algorithms
rather than define superiority by mAP.

As RANSAC, SC, GC and COP explicitly output the hypothetical inliers of feature
matches, here we measure how precise each method locate the “correct” ones. Since
each image in INSTRE is annotated with object bounding boxes, we intuitively assume
a feature match is “correct” if and only if the feature of the retrieved image is located
inside the object bounding box. Given an query image Ii and its class label c, we define
the ratio of correct feature matches (RoCFM) as follows:

RoCFM(Ii) =
∑

Ij∈R(Ii )(δc(Ij) × M(Ii, Ij))∑
Ij∈R(Ii ) δc(Ij)

, (3)

M(Ii, Ij) = # number of correct f eature matches between Ii and Ij

# number of all f eature matches between Ii and Ij
, (4)
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Table IV. Statistics of Correct Feature Matches (RoCFM,%)

[0,0.1) [0.1,0.2) [0.2,0.3) [0.3,0.4) [0.4,0.5) [0.5,0.6) [0.6,0.7) [0.7,0.8) [0.8,0.9) [0.9,1]
RANSAC 36.68 0.05 0.09 0.13 0.09 0.55 0.67 0.78 2.49 58.47
SC 0.36 0 0.02 0.06 0.01 0.85 0.28 0.14 0.18 98.10
GC 0.28 0 0.02 0.05 0.01 0.55 0.23 0.12 0.15 98.58
COP 0.18 0.02 0.07 0.19 0.06 0.26 1.26 1.46 3.14 93.36

(1) Each number refers to the proportion of retrieved relevant images which have the ratio of “correct feature
matches” in a certain range. A feature match is “correct” only if the feature of the matched image is located
inside the object bounding box. Numbers of each row sum to 100%. (2) The baseline and HE+WGC are not
involved in this table because they do not explicitly specify the hypothetical correct matches.

where R(Ii) is the set of retrieved images queried by Ii and indicator δc is defined in
Equation (2). We evenly divide the RoCFM value range into 10 sections and calcu-
late the normalized 10-bin histogram of RoCFM values over all queries. As shown in
Table IV, SC and GC has best performance in locating the correct feature matches
between ground truth relevant images, followed by COP. Though, COP has higher
mAP than SC and GC, which may be owing to the relative better performance in
filtering out feature matches between a query and a distractor image. RANSAC
is barely satisfactory as only 50 odd percents of all queries have RoCFM value
higher than 0.9 and nearly 40 percents of all queries have RoCFM value lower than
0.1.

3.3. Evaluation in Multiple Object Case

We measure the large-scale retrieval performance in multiple object case. INSTRE-M
provides 50 double-labelled classes, corresponding to 100 single-labelled object classes
in INSTRE-S. In practice, we index all the images from INSTRE-S into the inverted
file, together with one million distractor images. We use each image from INSTRE-M
(as a multiple object query) to query the whole collection and measure the performance
via precision-recall curve reported by Figure 9(b). The result is quite similar with that
in single object case, and HE+WGC outperforms all the others.

In more realistic cases, the users are searching for images containing as many objects
as in the query, so images with more ground truth objects should be assigned with larger
weights. Motivated by this, we measure the performance via normalized Discounted
Cumulative Gain (nDCG). Different from the case of using mAP, here the database
contains both INSTRE-S and INSTRE-M images, together with one million distractor
images. Given a query and the graded relevance reli of its retrieved images, nDCG at
a particular rank position k is defined as

DCGk =
k∑

i=1

2reli − 1
log2(i + 1)

, (5)

nDCGk = DCGk

IDCGk
, (6)

where IDCGk is the maximum possible (ideal) DCGk. reli = 2 holds for the image from
the same double-labelled class in INSTRE-M. reli = 1 holds for the image from either of
the two corresponding single-labelled object classes in INSTRE-S. Otherwise, reli = 0.
Such graded relevance scale originates from the assumption that if the query contains
two objects, then images with both of them present should appear earlier in a search
result. The final nDCG is averaged over all queries from INSTRE-M.

Table V shows the retrieval performance with k ∈ {50, 100, 200, 300}. HE+WGC
exceeds all the other methods by a large margin, followed by COP and GC. SC even
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Table V. Large-Scale Retrieval Performance (nDCGk) in Multiple Objects Case

Baseline RANSAC SC GC COP HE+WGC
k=50 0.318 0.337 0.364 0.405 0.478 0.658
k=100 0.273 0.271 0.278 0.356 0.425 0.572
k=200 0.284 0.278 0.247 0.370 0.451 0.619
k=300 0.272 0.311 0.222 0.339 0.415 0.601

Fig. 11. Illustrating why the nDCGk value is greater when k = 200 (using HE+WGC). Each cell shows
in the search result the hit probability of certain graded relevance (y-axis) on certain ranking position
(x-axis).

fall behind RANSAC and Baseline when k = 200 or 300. Interestingly, almost for all
methods, the nDCGk value of k = 200 is greater than that of k = 100 and k = 300,
the cause of which is illustrated in Figure 11. The value of each cell shows in the
search result the hit probability of certain graded relevance (y-axis) on certain ranking
position (x-axis). It is similar with MAoRP (see Equation (1)) and calculated using
HE+WGC over all queries from INSTRE-M (as this phenomenon is more remarkable
with HE+WGC). Images from corresponding single-labelled class (reli = 1) are ranked
among [100, 200] with greater frequency than those from the same double-labelled class
(reli = 2) with the query. And ranked images among [200, 300] are mostly irrelevant.
Ideally, cells in the first row (reli = 2) among positions [1, 100] should have highest
values and those in the second row (reli = 1) among positions [100, 300] should have
highest values.

4. EVALUATION: INSTANCE-LEVEL OBJECT RECOGNITION

Normally, object recognition is solved as a learning-based multiclass classification prob-
lem, which makes it inapplicable to real-world needs, for instance, multiobjects recog-
nition and diverse inputs. It can be seen from Figure 10(c) that MAoRP@1 values of
most of the classes are relatively high even though some of the classes suffer quite low
mAP performance. This gives the intuition to solve object recognition problem based
on retrieval pipelines. In this section, we evaluate realistic instance-level object recog-
nition with classification-based methods and retrieval-based methods introduced in
Section 3.1.

4.1. Methods and Settings

Classification-Based. We evaluate two classification-based methods for recognition.
(a) DS+FV [Perronnin et al. 2010]. Each image is represented using Fisher Vector
framework on dense SIFT [Lowe 2004]. 128-D SIFT is extracted from 7×7 pixel patches
on regular grids (every 5 pixels). We use GMMs with K = 256 Gaussians to compute
the Fisher vectors. (b) KDES+EMK [Bo and Sminchisescu 2009; Bo et al. 2010]. We
use three types of kernel descriptors: gradient, local binary pattern (LBP) and color
kernel descriptors. The classifier model, for both (a) and (b), is nonlinear Support Vector
Machines (SVM) extended to multiclass classification with one-versus-all scheme.

Retrieval-Based. Assume for each object class there are several reference images,
indexed into the inverted file. Each test image It will be fed into the retrieval pipelines
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Table VI. Recognition Rate in Different Cases (%)

Single object case Multiple objects case
INSTRE-S1 & S2 INSTRE-S1 INSTRE-M (soft) INSTRE-M (strict)

r-based

baseline 57.4 61.0 54.2 35.5
RANSAC 60.5 64.3 56.5 38.8
SC 60.8 62.9 57.0 40.9
GC 59.6 63.2 58.0 42.3
COP 61.6 64.1 58.4 42.9
HE+WGC 56.4 65.5 62.4 47.4

c-based
DS+FV 51.0 47.6 29.2 10.3
KDES+EMK 76.1 81.0 47.1 21.4

(a) The second row indicates where the test images come from. INSTRE-S1 refers to 100 single-labelled
classes corresponding to INSTRE-M objects and INSTRE-S2 the rest 100 single-labelled classes. (b) “soft”
refers to the soft-level rule and “strict” refers to strict-level rule. (c) “r-based” refers to retrieval-based and
“c-based” refers to classification-based.

as a query and based on the retrieved reference image list R(It), we calculate the
confidence score CSc for class c in the manner of ObjectSense [Wang et al. 2013].

CSc =
∑

Ic,i∈R(It) & 1≤i≤T

Sim(It, Ic,i), (7)

where Sim(·, ·) is the similarity score between two images and Ic,i refers to the reference
image with ith largest similarity score of all reference images of class c. T is the
maximum number of reference images of each class that we will use to accumulate the
similarity scores. Similarly for classification-based methods, CSc is the output score of
the binary classifier for class c. In single object case, object class with the largest
confidence score will be regarded as the predicted class for It. Similarly in multiple
object case, we can take the top two object classes. Note that there will be no prediction
on the object class if R(It) is empty. To reduce the negative impact from less relevant
reference images, we configure each retrieval method to output top 50 ranking images,
that is, the maximum size of R(It) is restricted to be 50. As suggested by Wang et al.
[2013], T is set to be 3 in all recognition experiments.

4.2. Evaluation Results in both Single and Multiple Cases

In our recognition experiment, we set the 200 object classes from INSTRE-S as the
recognition targets. For classification-based methods, each time we randomly select
50 images from each class to train the classifiers. For retrieval-based methods, each
time we randomly select 50 images as reference images for each class to make the
inverted index. Our experiments are divided into two cases, that is, single object case
and multiple objects case. In single object case, we use the rest images from INSTRE-
S to test. In multiple objects case, we use all the images from INSTRE-M to test.
Recognition performance is measured with recognition rate averaged through 5 runs.
Specially in multiple objects case, two levels of recognition rate are defined, that is,
strict-level and soft-level. With the strict-level rule, a test image is correctly recognized
only if both of the present objects are predicted. With the soft-level rule, recognition of
a test image is seen as half correct if only one present object is predicted. In practice,
the recognition counter will be added by 1 for a correctly recognized image with both
rules and 0.5 for a half correctly recognized image with the soft-level rule.

Recognition performances in both single object case and multiple objects case are
shown in Table VI. In single object case, we additionally calculate the recognition
rate with test images simply from 100 INSTRE-S object classes corresponding with
INSTRE-M objects (phrased as INSTRE-S1 thereafter. The rest 100 single-labelled
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classes are phrased as INSTRE-S2) in contrast with multiple objects case. There are
mainly four preliminary findings in Table VI. (1) classes in INSTRE-S2 are more chal-
lenging than those in INSTRE-S1, as the recognition rate rises if we exclude classes in
INSTRE-S2 from the testing set. (2) when multiple objects exist in the image, recogni-
tion of each will influence that of the other, the evidence of which is found in the perfor-
mance drop from testing on INSTRE-S1 in single object case to testing on INSTRE-M
with soft-level rules in multiple object case. (3) it is hard to recognize both of the objects
in multiple object case as the strict-level recognition rate drops greatly compared with
the soft-level one. As in each double-labelled class from INSTRE-M, the two objects
vary their relative poses and positions to each other across all within-class images.
However, almost all of the retrieval methods on spatial verification are based on the
basic assumption that only one single model should be fitted to the sample of hypo-
thetical inliers, which is to say that two hypothetical models of the present objects
will compete with each other and mutually introduce “outliers.” This indicates that
spatial verification algorithms should be capable of well handling multiple segments
of partial duplicate regions (e.g., nonrigid objects). For classification-based methods,
let us say object oi and o j coexist in one image. When training the binary classifier
for object oi, samples from o j are labeled as negatives and vice versa. This will move
the sample closer to both of their classifier hyperplanes in representation space, thus
weakening the responses from both of these two classifiers and raising recognition error.
(4) classification-based methods are not quite suitable for multiobjects recognition al-
though KDES+EMK outperforms all the retrieval-based methods in single object case.

4.3. Realistic Multiobjects Recognition

In the recognition scenario described above, which is also commonly adopted by other
recognition works, there is one strong assumption that the test image must have
certain predefined object(s) in it and the number is given. However in the real world,
an object recognition system must be able to recognize each present object with no
priori knowledge and to reject any false alarm if the query image has no predefined
object in it. To achieve realistic multiobjects recognition, given a threshold θ and a
test image It, we define the predicted labels P(It, θ ) = {c | CSc ≥ θ}. Denote by G(It)
the ground truth labels for It. We define a prediction on It as acceptable prediction if
G(It) ⊆ P(It, θ ) and as false alarm if P(It, θ ) − G(It) �= ∅. Acceptable prediction means
all of the objects present in the test image as ground truth are recognized. False alarm
means the prediction contains certain object that is not among the ground truth labels.
Note that a prediction can be acceptable prediction and false alarm at the same time. A
good recognition system should work reliably, maintaining high “acceptable prediction
rate” and meanwhile keeping “false alarm rate” low. We introduce the reliability curve,
which is acceptable prediction rate as a function of false alarm rate as the threshold θ
is varied. The reliability curve depicts relative trade-offs between acceptable prediction
(benefits) and false alarm (costs). Reliability can be measured by the area under the
reliability curve. Figure 12(a) and 12(b) show the reliability curves with testing data
respectively from INSTRE-S and INSTRE-M. On INSTRE-S, KDES+EMK achieves
acceptable prediction rate of 60% at the cost of false alarm rate below 5%, followed by
COP as the best of all retrieval-based methods. However on INSTRE-M, classification-
based methods fail as their reliability curves are entirely below the diagonal line, while
retrieval-based methods maintain fine reliability.

In order to see how each method perform on images with no predefined object classes
present, we randomly select 10,000 images from the distractor set, which are referred
as NOC images (None-Of-the-Classes) thereafter. As G(It) = ∅ holds for every NOC
image, a prediction on NOC image will be false alarm if P(It, θ ) �= ∅. Similarly, we plot,
in Figure 12(c) and Figure 12(d), the reliability curve, which is acceptable prediction
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Fig. 12. Reliability curves on different testing data.

rate on INSTRE as a function of false alarm rate on NOC images. Compared with
KDES+EMK, COP has higher acceptable prediction rate on INSTRE-S if the false
alarm rate on NOC images is required to be lower than 20%. The superiority of COP
is clearer when calculating acceptable prediction rate on INSTRE-M. Importantly, the
y-axis (acceptable prediction rate) in Figure 12(a) and Figure 12(c) are homologous, and
thus we can obtain a 3-tuple reliability indicator <acceptable prediction, false alarm
on INSTRE, false alarm on NOC images>. Similarly, we can relate Figure 12(b) with
Figure 12(c) through the y-axis. It is obvious that the reliability indicator has shown
superior reliability of COP on both INSTRE-S and INSTRE-M.

5. CONCLUSIONS

In this article, we introduce INSTRE, a new benchmark for instance-level object re-
trieval and recognition. With more challenging and real data, INSTRE can serve many
other computer vision algorithms, such as detection, invariant features and feature
matching. INSTRE has five main advantages: (1) balanced data scale, (2) larger intra-
class variations, (3) cluttered and less contextual backgrounds, (4) object location an-
notation for every image, and (5) well-manipulated double-labelled images.

The experiments show that current retrieval methods suffer severe performance
drop on INSTRE and more evaluation metrics (e.g., proposed MAoRP and RoCFM)
are needed to observe deep inside the algorithms. Then we introduce a simple yet effi-
cient scheme to integrate retrieval methods into recognition framework and compare
it with classification-based methods. Importantly we introduce realistic multiobjects
recognition and discover that retrieval-based methods are more capable of recognizing
multiple objects with no a priori knowledge and rejecting false alarms. We consider
enlarging INSTRE and capturing more diverse cooccurrence of objects as the future
work.
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